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Summary and purpose of document

The document contains principles and proposals for monitoring WIS and its on-going implementation, both regionally and globally
Action Proposed  

The meeting is invited to
(a) Consider the information of this document;

(b) Propose any corrections or additions if necessary to the status report;

(c) Propose the revised document to any appropriate WMO Expert Teams

Expert Team on Operational Implementation: WIS Monitoring

1. Introduction
1.1 It has been recognized that some of the current WMO operational targets and performance measures are inappropriate, even though they have been used for many years. To some extent, they measure what is, or was, feasible to measure, rather than what is appropriate: the service delivery to external customers or users. 
1.2 There are three aspects of monitoring WIS:

· Monitoring of the global system as a whole;

· Monitoring of the individual components such as nodes (GISCs, DCPCs, NCs), functions (Catalogue, Cache, Dissemination, etc) and links (AMDCNs, Core Network);

· Monitoring their installation and rollout. 
However, any specific monitoring must be considered in conjunction with target setting and performance monitoring in general.
1.3 Performance Targets should be realistic and directly derived from performance measures, that is, the objective monitoring statistics of the underlying processes. Sometimes targets are for monitoring internal service delivery, and are not related to any external customer service.

1.4 This paper recommends some consistent terminology and definitions, to avoid confusion. This is described in Annex A and is used consistently throughout this document. Much of the content of this paper is based on a detailed study several years ago of target setting in a meteorological automated operational environment.
1.5 This paper also proposes a three level hierarchy of targets and performance measures for the WMO Information System (WIS) and who should have responsibility for them, with some more concrete initial suggestions in Annex B. 
1.6 The paper also proposes the roles taken by customers (either external to WMO Members or internally within WMO), service delivery managers, service managers, process managers and system managers in monitoring and setting of targets and performance levels to help improve the management of critical business process chains.
2. Why Monitor WIS?
The WIS should be monitored for at least the following reasons:

2.1 To ensure it meets its agreed requirements, such as functionality and performance;

2.2 To ensure Members have sustainable, efficient and cost effective systems, processes and staffing;

2.3 To monitor performance and capacity changes so that upgrades can be planned or bottlenecks and imbalances addressed;

2.4 To monitor the uptake and rollout of the WIS, so that planning can be refined and legacy systems removed.

2.5 Several WMO Members have undertaken ISO 9001 certification to demonstrate the appropriate quality of their services. It would be helpful if any WMO agreed monitoring helped towards such external recognition of quality.

3. Some Strengths and weaknesses of current WMO Monitoring for managing WIS

3.1 Some strengths are:

· some systems are in place;

· they are stable and therefore self-consistent;

· they have a long history, potentially giving a reliable context
· some are specific.
· there is a range of existing tools used (e.g. METDATA, Excel, and proprietary systems).

2.2 Some current weaknesses are perceived to be:

· No clear distinction between internal/external targets (for internal/ external customers) or target types;

· No clear definition of, or distinction between, a service or product (whether internal or external);

· Terminology is not consistent, and therefore confusing;

· Some targets are inconsistent (e.g. measuring what is possible to measure, not what is needed);

· Inappropriateness (e.g. numbers of planned observing stations, as opposed to actual existing stations delivering observations);

· Visibility of mechanisms or processes could be better;

· Multiple mechanisms or processes for setting and monitoring targets;

· Measurements and targets are often not related to each other or business processes;

· Some measures and targets are overloaded (i.e. targets used for multiple purposes by different people, but not visibly);

· There are no clear and documented reasons why the targets are as they are;

· Some measures and targets are perceived as apparently arbitrary;

· Sometimes there is no target when there should be, or too many;
· Some targets are not explicit (e.g. assumed availability of 100%);

· Many measures and targets are not part of an  ‘end-to-end’ context;

· There does not appear to be cost or revenue streams associated with any measures and targets;

· Often no control mechanisms exist, to allow modification in response to missed targets, or method of setting expectations;

4. Best Practice Principles
· Targets should be informed by accurate objective quantitative resource monitoring statistics that can be collected automatically.

· Resource monitoring statistics should enable automatic monitoring of performance against targets.

· The cost of monitoring targets should be acceptable, in both staff and machine resources, and commensurate with the associated cost or income stream. 

· Targets should be set absolutely, independent of monitoring levels. E.g. a target should not be the running mean of the previous 14 days.

· Targets may be for a single event, or an extended aggregation of events (e.g. a specific product to be delivered by 14:40, or 95% of specific products to be delivered by 14:40 over whole year.

· Resource monitoring statistics can assist near real time identification of problems. 

· Consequently, daily monitoring statistics needed to be kept for several days at least before deletion, but higher level statistics need to be extracted and kept for several years.

· Both daily and long term statistics may be multiple level (i.e. contain various summaries), and users may need to ‘drill-down’ to the most detailed level of information.
· Production Process chains need to be monitored end-to-end, with monitoring of input and output of each process to allow unambiguous identification of problems, and this must extend as far as the End-Customer link. E.g. a fax product should have the generating process monitored, the transfer across the GTS, transfer to any third party fax dissemination system and the final transfer to a customer.
· The minimum monitoring statistics required would be both start and finish times of processes, unless the finish time is almost always identical to the succeeding start time.

· CPU and I/O resource consumption by processes would be useful. These should not be measured using ‘cost’ as a proxy, as this is likely to change from year to year as costs fluctuate.

· Appropriate documentation and training materials should be available to ensure sustainability.
5. Best Practices Technical Options

5.1 It is now technically feasible for many systems to routinely report performance logs etc to a central repository or database, using, for example, internet protocols such as FTP, RCP (Remote CoPy) or HTTP, but not RPC (Remote Procedure Call) which has a high overhead. Such systems should ‘push’ their information, rather than the central system ‘pulling’ or polling.

5.2 At an operational centre, a good approach is that the start and end of each logical process in a customer supply chain should report to a central repository.

5.3 This reporting need not necessarily be done in near real time. However this central reporting should be done in time for the analysis of “yesterday’s problems”, and kept long enough for the analysis of the previous month’s problems.

5.4 Such a central repository would make standardization of the information more manageable. If logs were left on individual systems, to be viewed via a Web browser for example, there would be little standardization, and derived statistics would continue to be produced individually. They would also be dependent on the system availability. A central system would have to handle a bigger query load, but without impacting the production systems.

5.5 The user interface to such a system should be a standard desktop tool such as a spreadsheet, to allow interested parties to perform limited ad hoc manipulation and investigation of the data or copies.
5.6 The approach of centrally collecting logs is a realistic achievable intermediate term goal, but would require ad hoc scripting to answer non-routine queries from managers. The longer term goal should be a central database based system, with a supported schema and reports.

5.9 All operational production platforms, should have a Service Performance Agreement, and have routine near real time resource monitoring and trend identification. All business critical processes on all platforms should be monitored for start and finish times, CPU, memory and I/O consumption. This information will be summarized and kept for several years, for capacity planning and target setting. These statistics are specifically for business processes. System managers may also need similar, aggregated figures for system capacity planning.

5.10 All operational production platforms must have coordinated system clocks, to allow for unambiguous time stamping of events, and valid inter-comparisons.

5.11 All targets should have both timeliness and reliability components. (E.g. deliver 4 faxes per day at agreed times for the next 6 months, delivery to be more than 99%, times to be met 96%.)

5.12 Targets should always be viewed in the context of the background resource monitoring statistics used to set them, to ensure realistic expectations.

6. Best Practice Organisation Mechanisms (Corporate, Divisional, Team)

6.1 Definitions of a service and associated targets need to be proposed, agreed and adopted.

6.2 There is a hierarchy of targets (and monitoring statistics) that needs to be made explicit:

· An External Customer Service Target, supported by several internal customer service targets;

· Internal customer service targets along the supplying process chain, in turn supported by;

· System Performance Levels, including comprehensive process resource monitoring statistics.

6.3 There should be no more than three ‘levels’ of targets and statistics. E.g.:

· Customer oriented target, such as time of delivery of product to customer. For examples, see Appendix B;

· Internal service targets to help deliver a customer target, such as time of delivery between internal processes, such as transfers between computers and message and file switches etc. If there are more than about 5 of these, this suggests that the internal process chain is too complex, and may need improving. 

· System level process and resource monitoring to assist capacity planning and to set the context for targets. These consist of business process statistics for service managers and aggregated throughput statistics for system managers.

6.4 Service Managers should be involved. In particular, they need to agree the external customer service targets chosen by external customers with their account managers. But they should do this with knowledge of their internal supply chain service measures and targets. Some external targets may be for individual products, others for groups of products. Account managers and external customers should monitor these targets, at least annually. 

6.5 Many targets are often only for monitoring internal service levels, rather than delivery of products to customers. Service Managers should monitor these targets, at least quarterly. Service Managers should take ownership of their full process chain, and each should consult with their service delivery team, consisting of representatives of the major supply processes or systems in the process chain, and these teams should agree to the internal service targets. Some targets may be for individual products, others for groups of products. In cases of failure to agree over human resources, machine resources and processes; the problem should be escalated to the appropriate line management.

6.6 Often targets are actually performance levels for underlying systems used to deliver services. These performance levels should be monitored by system managers at least monthly, and should be negotiated between system managers and the business process managers. 

7. Applicability to WIS
7.1 First level

A target for an external customer service must have a frequency and duration of deliverable product events (e.g. deliver 2 products per day for 6 months), a target level or deadline (e.g. before 14:30) and an overall achievement level (e.g. 96% of the time). Many targets are stated incompletely, assuming one or more of the components, which gives rise to confusion. Such a target should be independently measurable by the customer, even though the supplier may be monitoring the service too.

Also, a target could be an aggregation for the delivery of a group of products as part of a service (e.g. 90% of all WAFC products delivered within 2 hours after 14:30 for the next year).

A target for an External Customer Service could be for one event only, so that frequency and duration are not meaningful, but there is an event date and time (deliver a product, or group of products, tomorrow) with a target level or deadline (before 14:30).

7.2 Second level

Similar targets exist for Internal Customer Services and Internal Customer Products. These should relate directly to an external customer target, via the process supply chain. They should be called ‘internal targets’. Often internal targets do not relate directly to the customer supply process chain.

7.3 Third level

7.3.1 Every operational system should routinely collect and accumulate standardized event logs for its operational processes, such as start and finish times. This information should be readily used by system managers, business process managers and service managers for routine monitoring. This was good practice even for manual systems.
7.3.2 Also, every operational system should routinely collect and accumulate some resource consumption and performance statistics for the operational processes, such as CPU and I/O (not ‘cost’). Again this information should be readily used by system managers, business process managers and service managers for routine monitoring and investigation of problems with performance levels and targets and capacity planning. 
7.3.3 Every operational system should have coordinated system clocks, so that events logs can be accurately compared. Unless computer clocks are coordinated using NTP (Network Time Protocol), their system times may drift apart and occasionally have to be reset manually. This makes debugging and the tracking of events difficult. This is much more important now than in the past, as systems are much more distributed and integrated, whereas previously they were generally de-coupled and stand-alone systems.
7.3.4 The statistics collected above often are used to construct aggregated performance measures of the underlying systems, such as Reliability, Availability and Serviceability. These supply the context for setting of customer targets, and help indicate whether a given agreed or proposed target is realistic. Often targets are set for these performance measures and these can be called ‘performance levels’.
7.3.5So there is a hierarchy of performance targets and monitoring statistics. It is recommended that ‘target’ refers purely to a target for a service to a customer, whether internal or external.

7.4 QMF - Quality Management Framework 
As well as recommending what should be monitored and how, any overarching quality management framework needs to be developed or made consistent. Natural consequences of this would be:

1. To recommend how (groups/mechanisms) targets should be negotiated, agreed and set;

2. To recommend what mechanisms should be established to investigate failure to meet (or anticipated failure to meet) targets;

3. To recommend how options for economically improving the service (to meet the targets) should be explored.

7.5 Global monitoring

The global system, and its components, should be capable of monitoring its reliability, availability and service levels.

Some possible measurements are in Annex B.

7.6 Component Monitoring

The components should be capable of monitoring their reliability, availability and service levels.

The amount of staff effort to routinely run,  manage and monitor components of the system should be noted as this is likely to be a significant proportion of the cost in many countries.

Also, the technical details of hardware and software should be noted, similarly to the previous routine WGDPS annual survey. This will then be useful guidance for capacity building.

Some other possible measurements are in Annex B
7.7 Installation Monitoring

Some of these measures will have to be established or collated by the WMO Secretariat and others by the individual GISCs.

Some proposals are in the Annex B.

7.8 Discussion

These proposals obviously need coordinating with the WMO Secretariat, WIS Project Office and also with the proposals for the Integrated Global Monitoring and ET-OI. 

It is suggested that, in particular, the Installation measures are prioritized and any barriers to establishment identified. None are expected to be particularly onerous to collect and collate. 

8. Proposals
8.1 All operational systems should transmit logs of critical process events to a central repository, which should be resilient and have high availability. Logs should be transmitted at least daily, and kept for at least one week to help error resolution. If they are transmitted in near real time, they could be used for process monitoring. There are a number of technical options available, such as:

· program write statements and FTP, to be used for events within a program;

· Process Management software, either open source or commercial such as IBM’s Tivoli.

8.2.1 Initially, as an interim measure, the repository could be file based, with processing handled by custom written scripts.

8.2.2 Ideally, log information could be ingested into a database with both routine and ad hoc reporting facilities.

8.2.3 There should be GUI based access to the information for service and production managers, almost certainly Web browser based.

8.3.1 The process managers should be able to choose what events to monitor.

8.3.2 The process managers should be able to choose what processes to monitor. 

8.4 An organization should adopt the definition of the components of a Service. See Appendix A below. There is no logical difference between internal and external services. A product is part of a service, but not necessarily unique to that service.

Annex A: Terminology
A.1. A Service delivers products to a customer via a delivery route, for a price, for a given duration at an agreed performance level. It has contingency deliverables and routes (or none). It has an owner, a monitoring mechanism (or none), problem identification, resolution and escalation mechanisms, and a compensation mechanism (or none). Services also have a set-up or lead time, which is usually weeks or more (never none). A service may be for the delivery of a group of products over a long period of time, or only one product once.
So, a service must have:

· duration (e.g. 6 months, which implies start & finish dates/times and reasonable lead time);

· service manager/owner;

· price;

· deliverable products;

· delivery route (e.g. email, FTP, GTS, etc);

· fall-back/contingency (could be none) covering both delivery route and alternative products;

· monitoring mechanism (sometimes none, or is the customer);

· problem identification, resolution & escalation mechanisms (usually ad hoc, customer initiated);

· compensation mechanism for failure to meet agreed performance (could be none);

· agreed performance level (such as timeliness, availability, quality, etc).

A.2. A deliverable product has: 

· validity time and/or range, area of interest, vertical extent, parameters;

· format (e.g. png, T4, xls, XML), hence implied low level encoding (binary, ASCII, UTF8);

· purpose (e.g. automated processing, display for human inspection);

· status (e.g. operational or test, advisory or warning, update or correction);

· distribution constraints or policy (e.g. may be freely exchanged under Resolution 40);

· presentation medium (e.g. paper/fax, voice, computer file);

· frequency of production (e.g. hourly, 12-hourly, weekly, ad hoc request);

· generating process (e.g. NWP model, manually modified NWP f/c, observation, etc)

· production manager/owner;

· production cost, including both computer and human resources;

· production time;

· quality.
A.3. A Target is an agreed performance level for a service to an external customer, as measured close to the customer. It should be chosen by the customer, but agreed between the customer, the service delivery manager and service managers.

A.4. Any service is supported by a process chain and each operational process within that chain may have an Internal Target, which is an agreed performance level for a service to an internal customer downstream, which may be another process or even service. The internal targets are chosen by the Service Manager with the agreement of the service delivery team consisting of the business process managers. There may be several of these targets for each external target. Often current internal targets are not related to external customer services at all.

A.5. There are also ‘targets’ for performance levels of the underlying systems that support the operational processes. These ‘targets’ are the context for setting and presenting the true targets, either external or internal, and indicate whether a given agreed or proposed target is realistic. These should be called ‘performance levels’ and are agreed between the business process managers and the system managers.
A.6. Accumulated, objective measures of performance, events or resource consumption, preferably done completely automatically by software, are called ‘performance measures’.

Annex B 

B.1 Some typical performance requirements

These are purely illustrative, and need to be informed by figures actually achieved by existing systems.

B.1.1 Global monitoring

· Catalogues should never be more than 24 hours out of date.

· High priority warning messages should be transmitted end-to-end in less than 2 minutes.

· The global service should be available 99.95% of the time measured on a 30 day basis, with a maximum service downtime never exceeding 5 minutes.

· The global system should have the capability to collect and store 15 GBytes of data per day, and disseminate 25 GBytes of data per day.

· The global system should have the capability to collect, store and disseminate data and products whose size ranges between 10 Bytes and 1 GByte in size.

· Replication of High Priority Data between directly connected GISCs should take 20 seconds or less during peak traffic periods.

· Non-high priority data and products should synchronize between directly connected GISCs in 120 seconds or less during peak traffic volume periods, assuming sufficient network bandwidth and latency.

B.1.2 Component Monitoring

· A component service should be available 99.9% of the time measured on a 30 day basis, with a maximum service downtime never exceeding 30 minutes.

· Each deployed system component individually should be available 98% of the time measured on a 30 day basis, with a maximum downtime never exceeding 120 minutes.

· A GISC should have the capability to collect and store 15 GBytes of data per day, and disseminate 25 GBytes of data per day.

· A GISC should have the capability to collect, store and disseminate data and products whose size ranges between 10 bytes and 1 GByte in size.

· A component system should smoothly process a load spike, equal to two times normal peak load, with no significant slowdowns or loss of functionality.

· A GISC should ingest and replicate 10 products per second at a non-peak time.

· A GISC system should transmit 40 products per second at non-peak times.

· A GISC should have the capability to ingest and replicate 25 products per second at a peak time.

· A GISC should transmit 100 products per second at peak-time.

B.1.3 Specific Component Monitoring

The GISC User Portals/Catalogues: 
· User connections per day, 
· Search activity, 
· Cache data fetched
· Catalogue harvesting activity

· Catalogue change activity

B.2 Some expected performance and capacity changes.

These are purely illustrative and quite modest, and need to be informed by figures based on existing systems and an accumulation of meaningful statistics over a reasonable time.

· The global system of GISC Caches of global data should have sufficient capability to exceed current throughput by at least 100% growth over the next 2-3 years. This equates to ingestion and replication of 50 products per second and 5 metadata transactions per second at peak.

· The global system of GISC Caches of global data should have the capability to collect, store and disseminate data and products whose size ranges between 1 GBytes and 10 GBytes in size over the next 2-3 years.

· The global system of GISC Caches of global data should have the capability to collect and store 30 GBytes of data per day, and disseminate 50 GBytes of data per day over the next 2-3 years.

B.3 Some proposed implementation progress measures

B.3.1 Established by the WMO Secretariat

· The number of GISCs proposed, audited, approved and declared operational over time. 

· The number of physical, institutional, DCPCs proposed, audited, approved and declared operational over time. 

· The number of DCPCs, co-located with other GISCs or DCPCs, proposed, audited, approved and declared operational over time. 

· The number of NCs proposed, audited, approved and declared operational over time. 

· The number of NCs who have nominated their GISC of preference, over time.

· The number of AMDCNs established by GISCs or groups of GISCs, over time.

B.3.2 Established or collated by individual GISCs.

· For each AMDCN, the number of connections to NCs and physical, institutional, DCPCs, over time.

· The number of NCs whose primary link to WIS is part of an any-to-any managed network (not the Internet), over time.

· The number of NCs whose primary link to WIS is via the Internet, over time.

· The number of NCs who have metadata publicly available in each GISC over time.

· The total number of metadata records publicly available in each GISC over time.

· The number and percentage of metadata records publicly available in each GISCs that do not conform to the WMO Core Metadata Profile, over time.

· The volume of publicly available data in the 24 hour Cache in each GISC over time.

· The number of publicly available data items in the 24 hour Cache in each GISC over time.

B.3.3 Collated by the WMO Secretariat in conjunction with the individual GISCs
· The percentage of NCs whose primary link to WIS is part of an any-to-any managed network (not the Internet), over time.

· The percentage of NCs whose primary link to WIS is via the Internet, over time.

· The total number and percentage of NCs who have metadata publicly available in the WIS over time.

· The total number of metadata records publicly available in the WIS over time.

· The total number and percentage of metadata records publicly available in the WIS that do not conform to the WMO Core Metadata Profile, over time.

· The total volume of publicly available data in the global 24 hour Cache over time.

· The total number of publicly available data items in the global 24 hour Cache over time.

